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Background 
 
ONNX is an open format for deep learning models, that enables DL models to be transferred 
between frameworks. AI developers will be able to use the latest tools in different frameworks 
as their project evolves.  
 
As the ONNX community defines new operators for processing the data that goes in and comes 
out, below are some of the considerations outlined by NVIDIA’s Data Loading Library (DALI) 
team. DALI is a fast, flexible and portable across the frameworks, library to accelerate image 
pre-processing on GPUs.  
 
The purpose of this doc is to guide discussions on how basic image and video transformations 
should be defined in order to avoid discrepancies between training and inference pipelines. Our 
experience shows that even the smallest discrepancies could lead to inferior results. 

1. Processing data of different shapes 
Data items may be of varying size within one batch – i.e. due to compression or simply because 
the inputs are not preformatted to match network input shape. 
It is reasonable to restrict this assumption so that all data items in a batch have the same 
number of dimensions (e.g. all are images / sequences / volumes), possibly with one or more 
degenerate dimensions (e.g. a grayscale image may add extra “channel” dimension with extent 
1, a still image among video sequences would be treated as a one-frame video, etc). 

https://developer.nvidia.com/DALI


1.1 Definitions  
A data batch is a tuple of tensor lists of same length (known as batch size). 
A tensor list is a list or array of tensors with same element type and number of dimensions, but 
varying sizes. 
 

1.2 Batch processing 
ONNX operators, with few exceptions, typically accept data as uniformly shaped tensors. 
There’s only one operator accepting multiple tensors, but it’s a variadic one (FeatureVectorizer).  
 
The question to be answered is: How do we handle a batch of unevenly-sized data? 
 

Option 1: Use array of tensors. 
This is more natural, but quite unlike ONNX operators. 

Option 2: Use a flat data tensor and a shape tensor 
A range from the data tensor can be reshaped and viewed as a tensor. It’s more difficult to use, 
but more in line with current ONNX operators (e.g. ReverseSequences). 

Option 3: No explicit batch. 
Process data samples independently and assemble the batch at the end. This is conceptually 
simple from the user perspective, but processing whole batches (even of variable size) may be 
more efficient. 
Is there a way in ONNX to assemble a batch? 
 

2. I/O and decoding 

2.1 File reader 
Takes an array/tensor of file names and reads the files to an array of tensors. 

2.2 Directory reader 
Lists files in a directory. The result of the operator is a list of file paths. The reader is recursive. 
The reader can generate labels, as indices of (topmost) directories. 

2.3 Image decoder 
Decodes raw binary images from files loaded to memory to tensors representing images. 
Should support common image formats: JPEG, PNG, BMP, TIFF, PPM 
 
Questions: 
Where should ONNX pipeline start? E.g. should a directory reader be part of the pipeline? 



Can ONNX pipeline generate data internally? 

3. Image processing operators 
This paragraph describes basic image processing operations that are most relevant in DL 
training and inference pipelines. 

3.1 Crop / slice 
At a sample level, this can be implemented using ONNX Slice operator. We propose extending 
the operator to handle multiple tensors. 

3.2 Resize 
Current ONNX Resize is not commutative with Flip (and should be). Perhaps add Resample as 
the “correct” one and leave resize as-is. 

3.3 Resample 
Performs a resampling operation. Requirements: 
Resampling modes: 

● Nearest 
● Linear 
● Triangular 
● Cubic 
● Lanczos3 
● Gaussian 

There should be a way to specify antialiasing when downscaling. 
Interpolation mode should be possible to specify independently for downscaling and upscaling, 
similarly to texture filtering modes in common graphics APIs. 
Resampling should be commutative with flipping, i.e. flip(resize(img)) == resize(flip(img)) 
Resampling with same size as the input should yield identity transform (except Gaussian filter, 
where it’s allowed to smooth the image). 

3.4 Paste / pad 
Copy the contents of a tensor into a larger one, at user-defined origin. The unused area is filled 
with a constant value. 

3.5 Flip 
Flips the tensor along selected axes. On a per-sample basis, can be expressed as ONNX Slice 
with negative step 

3.6 Warp 



Sample the source tensor at specified locations and insert the samples into the output. Use 
interpolation, if requested. The minimum is to support Nearest Neighbor and Linear 
interpolation. 

3.6.1 WarpAffine 
Behaves as Warp with the input coordinates calculated as affine transform of output 
coordinates. 
Output size is defined externally and does not depend on input size. 

3.6.2 Rotate 
Samples the tensor from a rotated source image. Rotate can be expressed in terms of 
WarpAffine with canvas size calculated so that it can accommodate the whole rotated image. 
 

3.7 Color conversion 
Convert between common color formats: RGB, YCbCr, grayscale, HSV 

4. Augmentations 

4.1 Random crop 
Given image sizes, generates crop windows that satisfies constraints on minimum/maximum 
relative area and aspect ratio. 
The crop windows can then be passed to Slice to perform actual cropping. 
 

4.2 Contrast and brightness adjustment 
Can be implemented using multiply / add with scalar arguments. 
 

4.3 Random noise 
Can be implemented by adding a randomly populated tensor. 
 
 
 


