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1. Abstract 

For many users of statistical software, the most important aspect of a statistical software package is 
convenience. Therefore, it is important to structure statistical software libraries in a natural way that 
reflects how users most commonly think about their problems. At present, many of the user-facing 
interfaces of the Python Spatial Analysis Library (PySAL) follow inconsistent design patterns and may 
not be the most natural structures in terms of ease of use. This 350-hour project will study consider a set 
of interface designs for standardized use across the library’s statistical modeling packages and implement 
one such design in a development version of the library.  

2. Technical Details 

Several candidate design patterns have been discussed with the proposed mentors: extending scikit-learn’s 
design pattern, multiple dispatch and Julia-style function-oriented APIs, and custom combinations of 
these ideas. Scikit-learn is a Python library that houses a variety of models for nonspatial statistical 
learning. Its design pattern involves duck typing based on a set of standard base classes. If implemented 
in PySAL, we would need to develop our version of these base classes and connect them to all other 
model and estimator classes. 

Multiple dispatch is a programming language feature that allows the language to dynamically select the 
implementation of a function or method at runtime based on the inputs of a function’s argument. In this 
setting, classes become pure data structures with minimal methods associated with them. Instead, new 
versions of functions are written that dispatch on their arguments. For example, a universal “estimate” 
function could accept arguments for both an ordinary least squares regression or a multiscale 
geographically weighted regression (MGWR) and dynamically select the type of model based on what the 
user has specified. As a result, the API size would be dramatically reduced, slimmed down to a handful of 
core functions that act on a wide variety of possible inputs. While this feature does not exist in native 
Python, there is a package called multipledispatch that enables multiple dispatch in Python. To implement 
this in PySAL, we would need to determine what data should be stored in model or estimator classes, 
what functions are held in common by model and estimator classes, and rearrange the code 
correspondingly. 

To evaluate the utility of these design patterns, we will need to consider the data types that PySAL 
supports, the inputs and outputs of PySAL model and estimator classes, and the kinds of information that 
users typically want out of a spatial statistical software package. Together with the PySAL development 
team at large, we will discuss how these candidate design patterns meet the library’s needs. Ultimately, 
we will select and implement one of the design patterns in a development version of the library. 

If time permits, another aspect of this project that may be tackled is the extension of R-style Wilkinson 
formulas to spatial models via a Python package such as patsy or formulaic (Wilkinson and Rogers, 
1973). Wilkinson formulas simplify the modeling workflow for analysts and are very popular among 
scientists and policymakers that use R. A grammar for spatial models in this style would be a novel 
contribution to the existing modeling capabilities in PySAL and would streamline the integration of 
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spatial models alongside nonspatial models in applied work. The core of the work for this task lies with 
creating the grammar and implementing it in patsy or formulaic. This would be a natural extension to the 
proposed project as it would be considerably simplified by the standardization of the library’s modeling 
classes.  

3. Schedule of Deliverables 
3.1. Community Bonding Period 

As I am familiar with the PySAL code base and structure, my primary goal of this period is to network 
and interact heavily with the PySAL developers team and learn about the variety of uses of PySAL. This 
will inform our decisions on the code interface by getting a sense of how users presently think about the 
code. Additionally, I will fork the constituent package repositories and set up my own development 
environment using Anaconda 3 and Visual Studio Code. Lastly, I will write my first blog entry during this 
time in which I will introduce myself and the project. My blog can be found at this link.  

3.2. Phase 1 

The primary objective for Phase 1 is to research and decide on an interface design that can be applied 
across PySAL. Deliverable: After we come to a decision on the changes, I will write documentation for 
the way in which the library has been changed as well as notes on backwards compatibility for code 
written in the prior version’s style. This information will also be posted on my blog.  

3.3. Phase 2 

I will implement the agreed-upon interface structure across the statistical modeling packages (ESDA, 
SpReg, SpInt, and MGWR). Additionally, I will write documentation for the new interfaces to be 
published when the library changes go live. Deliverable: my branch of the package repositories with the 
modified interface code. 

3.4. Final Week 

Finally, I will submit my forked repositories to the PySAL development team alongside the new 
documentation. I will work with the PySAL development team to make revisions as needed to the code 
and documentation prior to release. 

3.5. Other Commitments 

I will be traveling and unavailable from June 11 to June 25. However, I will be able to work on this 
project for the rest of the summer and fall.  

4. Relevant Experience 

Chief among my development experiences are my past contributions to PySAL, the most significant 
being the addition of universal spatial interaction models in the SpInt (Spatial Interaction) package. For 
this, I implemented a set of nonparametric models from the spatial interaction literature and created unit 
tests to ensure they function properly. I also have corrected a typo in the MGWR (Multiscale 
Geographically Weighted Regression) library, remedying a bug that prevented the usage of a particular 
choice of kernel. Through these experiences and from attending PySAL developer meetings, I have 
gained an understanding for how PySAL functions and how the open source model works in general. As 
an active PySAL user, I also have an intimate understanding of the library’s user-facing API. 

https://www.tdhoffman.com/blog
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Separately, I have extensive programming experience in a variety of languages. My GitHub profile has a 
subset of my finished and unfinished projects from my undergraduate years onward. During my 
undergraduate Computer Science minor, I was formally trained in Java, C, Ruby, OCaml, and Rust. 
However, the bulk of my programming experience is in Python and MATLAB, the latter of which I have 
nowadays entirely exchanged for Julia. I have primarily written numerical code and simulation 
experiments for models across science, focusing presently on spatial data science. My code has been 
published or presented in tandem with the papers for these projects, which can be found on my Google 
Scholar profile. 

5. Why this project? 

Currently, I am a Ph. D student in Geography at Arizona State University. My background is in 
Mathematics and Computer Science and I presently work in the field of spatial data science. This project 
connects to my broader goals of applying programming language theory to design code that represents the 
way humans think about a domain. To make the library more composable, usable, and extendable, we will 
need to account for how we want to convey these structures and how they are conceptualized in the 
literature. Ultimately, I anticipate my dissertation will grapple with the representation of geographic 
thought in computational settings. This project with PySAL will allow me to explore more ideas in 
programming language theory that are adjacent to ideas I am already exploring, which may lead to more 
research threads in the future. 
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